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#0035: Flux - What can | expect from parallel computing in Flux?

Different methods are available to benefit from parallel computing in Flux:

- Distributed computing for parametric computation using CDE
- Multi-threading with or without MPI for one multicore machine or several multicore
machines

1. Distributed computing using CDE

Computing Distribution Engine (CDE) is available with Flux since 12.1 version. Recommended to solve
parametric projects, it allows running multiple Flux instances on a single machine or on multiple
machines to solve independently different parameters of a single project.

This feature is only available on Windows.

2. Multi-threading and MPI

High Performance Computing (HPC) is one of the new topic in Flux 2018, with the aim of using
parallel computing to reduce Flux computation time.

Flux 2018 integrates up-to-date MUMPS parallel solver and allows parallel computing using
multithreading and distributed computing on linear systems solving of Flux projects resolution.
Significant reduction of the global computation time will appear when solving linear systems is the
most time consuming part of the resolution. This often occurs with large steady state 3D projects on
which time spent on linear system solving is around 80% of the global computation time.
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For 2D projects, on which linear system solving is usually already fast, effects of parallel computing
will be limited. For transient projects, the global computation time repartition shows that a bigger
part of the time is spent on integrating and non-linear computations so that parallel efficiency will be
reduced.
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For Steady State projects, using only multithreading (with OpenMP) or distributed (with MPI +
OpenMP) shows similar results for a same number of cores. Depending on hardware resources
available, Flux can then be used with either 16 cores on a single machine or on 2 machines of each 8

cores and shows a close efficiency.

Efficiency will depend on resources used for parallel computing which have to be adapted to the size
of the project to solve. MUMPS solver (local or distributed) has to be selected as linear solver in
solving process options.

The following table summarizes recommendations of use for parallel computing in Flux, depending
on applications and sizes.

N: number of DoF OpenMP MPI+OpenMP
N <350 k 1 to 2 cores
Steady State
N > 350k 2 to 4 cores
2D Not recommended
N <350 k 1 to 2 cores
Transient
N > 350 k 1 to 4 cores
N < 250k 2 to 8 cores
Steady State 250 k<N<4 M 8 to 16 cores
N>4M 16 to 32 cores
3D
N < 250k 2 to 8 cores
Transient 250k<N<4 M 8 to 16 cores Not recommended
N>4M 16 to 32 cores
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